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Abstract 
Due to its high cost effectiveness (Mega-flops/dollar), the GPU has become a tempting co-processing unit. 
However, the programmability on a GPU has remained a challenge. There is little flexibility in the current 
languages, there are many hardware constraints, and CPU code cannot be converted directly into GPU 
code. Much progress is being made towards effective GPU co-processing. New graphic languages such as 
Cg, Brook, GLSL, and HLSL have allowed programmers more control and options on the GPU. Using 
these languages, and compatible GPU algorithms, there is a significant increase in speed (up to 5 fold) 
when compared with a stand-alone CPU. We have been using the GPU as a co-processor in computing 
pressure gradients. Using textures as data storage, and fragment programs for computation, we have been 
able to upload data to the GPU, process data on the GPU, and return data from the GPU. 
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1. Introduction 
 
General purpose graphics processing units (GPGPUs) have been a matter of great interest during the last few 
years. They have already shown great potential for use in scientific computing, and as a general co-processor 
for the CPU.  Highly programmable GPUs have been available since 2001, and with their introduction a 
whole array of languages have accompanied them, allowing for more flexible and detailed pixel and vertex 
shaders. Languages such as Cg, a shading language written in C-like code, allow for controlled, portable, 
and easily modified GPU shaders for computation. The staggering growth of GPU processing power, an 
impressive average of three multiples a year, shows the raw computational abilities available to GPUs.6 
With the high competition in the gaming community, as well as consumer demand for sensational 
graphics, the growth and flexibility of GPUs shows no sign of stopping. Therefore, the use of such a 
powerful tool for general purpose computing has promising implications. 
   Programs created from such shading languages are effective and efficient in problems that require a high 
workload, and are especially suited for vector based computation. Many algorithms have already been 
created and implemented to solve a great variety of GPU applications. Examples include matrix 
multiplication5, dense linear systems3, finite-element simulations9, and numerous other simulations. 
General purpose computation using GPUs is an area that is being extensively explored by the scientific 
computation community.   
   Computational Fluid Dynamics (CFD) is an ideal field to implement GPGPUs. It has a great deal of 
vector based math, the workload is often high for 3D simulations, and the fragment programs are not 



lengthy or overly-complicated. Isosurfaces are also an important part of the computation field. CFD 
researchers often use this technique in their work for visualization. GPUs are also well suited for this 
visualization work, since the GPU’s purpose is to render a visualized image.  
   My research effort involved creating a GPU algorithm that would calculate pressure Laplacians and 
velocity vectors. After GPU computation, we then create an isosurface from the data we have extracted. As a 
result, the GPU becomes the workhorse for both computation and visualization. Due to GPU limitations, a 
direct port from CPU to GPU code is impossible, resulting in some necessary modifications to our 
algorithm. We use fragment programs in order to compute our pressure Laplacians and velocity vectors. 
We then use the GPU vertex program to extract an isosurface, using an unstructured tetrahedral mesh. All 
of our data is computed on the GPU using the shader language Cg. OpenGL and C are used to initialize 
our data and invoke the Cg functions. Our programs are run on dual AMD Opteron (2.6 GHz) with an 
NVIDIA Quadro FX3000 GPU. 
   This paper is organized as follows. Section 2 will take a look at how the GPU works, and how we will 
take advantage of its architecture for computation. Section 3 will focus on the problem description, and 
present an algorithm using a fragment program.  Section 4 will show our solution methodology. Section 5 
will contain our results. Concluding remarks and future work will be discussed in section 6. 
 

 

 
Figure 1: NVIDIA GeForce 6 Architecture shows the raw GPU potential, along with the CPU to GPU 
memory bottleneck. 
 
 
 

 
 
Figure 2: RGBA (Red Green Blue Alpha), where alpha is the transparency of the color, these values are 
used to store information on the GPU 
 
2. The GPU 

 
This section will discuss the GPU architecture, why it is so powerful, and show how fragment shaders and 
vertex shaders work.  The GPU has always been a dedicated video renderer, and is designed for fast texture 
and vertex computations. The first AGP slot GPU had a max speed of 66 Mhz, with a transfer rate of 264 
MB/sec.  Now with the introduction of PCI Express cards, the transfer rate is up to 8 GB/sec while access 
to the GPU memory is an impressive 35 GB/sec.7  In comparison with CPU processors, the raw GPU 
power is up to five times greater than modern CPU cards. 
   The way a GPU processes its commands is as follows. First, the GPU receives its instructions and data 



from the CPU. This data is processed and the commands are parsed, the vertices are processed, other 
variables are setup, and the figure is rasterized. This rasterization invokes the fragment processor, which in 
our case is used for data computation. Once the textures are modified, they can be displayed, returned to the 
CPU for post processing, or left in a texture (or frame buffer object) for more computation. A GPU texture is 
the basic equivalent of a CPU array for data manipulation. It is the easiest way to upload the information 
onto the GPU, and the fragment program will automatically run on each fragment (or 'pixel') on the texture. 
Texture data is organized as four single precision floats per pixel, which represent an RGBA (Red Green 
Blue Alpha) color. When the fragment processors begin, they modify the RGBA values as specified within 
the fragment programs. 
 
 

 
Figure 3: How Cg, a high level shading language, sends instructions to the GPU 
 
2.1. fragment programs 
 
Since fragment processors are parallel, computation is very fast. The GPU is designed to handle multiple 
vertices and textures, and is highly optimized for transforming geometry into on-screen pixels.3 The more 
fragment processors, the faster the computation. However, the real bottleneck in a GPGPU process is the 
CPU to GPU upload, and the GPU to CPU download.  
   GPU to GPU-memory access is much faster than accessing regular memory. Therefore, a programmer 
will want to limit the amount of communication between the CPU and GPU, and if possible keep all of the 
post-processing work on the GPU to avoid porting all of your texture information back into a CPU-array.  
We limit this CPU-GPU transfer by doing all of our image work on the GPU. Instead of returning all of 
our processed data to an array for output, we use a simple isosurface extraction on the GPU to visualize the 
data. In order to facilitate this we must initialize a number of vertices, and a vertex program to process the 
image. This keeps all computational processing on the GPU, and all the initialization on the CPU. 
 



 
Figure 3: Visual representation of flow-set from Problem Statement. 
 

 
Figure 4: CPU computed and extracted isosurface of CFD pressure Laplacian. 
 
 
3. Problem Statement 
 
This project uses an example of a flow and heat transfer in a rotating rib duct, which has already been 
computed using a CPU method.11 This paper will discuss the converting of a CPU algorithm, involving 
this CFD problem, to a GPU algorithm and then computing it on the GPU. GPUs are well suited for CFD 
applications since CFD requires intensive vector-based mathematics. The problem involves implementing 
a GPU algorithm that will solve a flow/heat transfer within a system that has two ribs in two corners.  

 
 



 
4. Solution Methodology 
 
In order to represent this volumetric space, the data must be uploaded into a texture for the GPU to process. 
For the pressure gradients GPU data corresponding to the pressure is represented for each point (or pixel) in 
the volumetric space. A computational second derivative in the x, y, and z direction is then taken.  The Cg 
code below demonstrates how the texture access and computation works. After boundary checks, the 
Laplacians are calculated and returned to an 'output' texture.  
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Fragment Shader Code: 
 
//texRect returns the 'color' at that position. 
// pos is the current position at that point in the fragment program  
//This example has a grid 80x80x160 
//Must do boundary checks before each extraction first 
x = (texRECT(texUnit, pos + float2(1,0)).x + texRECT(texUnit, pos + float2( 1,0)).x -                     
2*texRECT(texUnit, pos).x)/(.0125*.0125); 
y = (texRECT (texUnit, pos + float2(0,1)).x + texRECT (texUnit, pos + float2(0, -1)).x 
2*texRECT(texUnit, pos).x)/(.0125*.0125); 
z = (texRECT(texUnit, pos + float2(80, 0)).x - 2*texRECT(texUnit, pos).x + 
texRECT(texUnit, pos + float2(-80, 0)).x)/(.0125*.0125); 
 
return x+y+z; // return the Laplacian as described in the formula  
 
This example demonstrated the ability of the GPU to outdo the CPU in computational work. In the next 
application, a borrowed vortex detection algorithm is used, which involves finding the second eigen value.4 
This method calculates the pressure Laplacian using the Navier-Stokes equation.1  A more complex 
algorithm is needed to compute this, and more memory will be used, as there are three textures representing 
the fluid velocity vectors. From these velocity vectors tensors are created, which will then be used to find 
the P, Q, and R (shown below) of a cubic equation. A cubic root solver is used to find the “middle” eigen 
value of this cubic root equation.  
   Given a volumetric data set of velocity vectors (u,v,w), for each set of vectors, compute V.  
 

  
   From this gradient S and Ω, components of V which are symmetric and anti-symmetric respectively 

are calculated: 1 2 ( ( ) )
t

S V V= ! + !  and 1 2 ( ( ) )
t

V V! = " # " . From these tensors create another tensor 
M: * *M S Sij ik kj ik kj= +! ! . M  gives the information for P, Q , and R:  P = trace(M), Q  = 

determinant(M), and R = trace(M 2) – trace(M)2. Now that P, Q , R, have been found solve: 
m3

+ Pm2
+ Qm+ R = 0, where the second eigen value (m3$ m2$ m1

) is the one of greatest interest.  
 
Pseudo-code of Fragment Shader: 
 
if in bounds then 
  compute velocity tensors for each cell 
 



for k=1,2,3 j=1,2,3 i=1,2,3 
 Compute M(ij) 
 
Using M, compute the three variables to the cubic-root equation 
Compute the second eigen value using those three variables 
  
 
5. Results 

 
The first data set, involving pressure data, was calculated on the GPU and then read back to the CPU. 
External software was used to extract an isosurface representation of the pressure Laplacians. The problem 
was then expanded to include velocity vectors, transformed into tensors and used to solve for the second 
Eigen value in a cubic equation. The isosurface obtained from the GPU is similar to the isosurface 
extracted from the CPU data. This confirms that the GPU can do CPU calculations with a good deal of 
accuracy.  
 
Table 1: CPU-only versus a GPU as a co-processor.  
Algorithm    CPU    

Time (s) 
GPU Total 
Time  (s)       

GPU 
Computation (s) 

Laplacian 1.04  .2  .01 
Vortex (Eigen) 2.38  .56 .04 
 
   For the computational portion, results show a very significant speedup using the GPU as a processor. 
Computation times are extremely fast taking only milli-seconds for large complex problems. Although 
texture setups, and CPU-GPU communication slow down the total process, using the GPU as a processor 
results in a four to five fold speed up. 
 
6. Conclusion 
 
As the results show, using the GPU for computational purposes can result in a four to five fold increase in 
speed, showing some of the raw potential available to the GPU. With high consumer demand for stunning 
visual effects, the GPU power will continue to grow for quite some time. At the same time, shading 
languages are continually adding more support and capabilities that will allow programmers to create 
flexible code. These two factors will make the GPU even more suited as a co-processor for data 
manipulation. One major development is that GPUs will soon start supporting double precision floating 
points, making calculations more accurate.  
   In the future we plan to implement more algorithms for the GPU to process. Eventually, we would like to 
create standardized code that can be used with the Cactus Code Framework (Cactus), http://cactuscode.org.  
Cactus is an open source problem solving system designed for scientists and engineers, and is well suited 
for GPU computation. Cactus is primarily used on supercomputer; however it could easily implement 
GPGPU functions to off-load computation for faster processing. 
 
 
Appendix A: Fragment Shader Code 
 
       if(int(pos.y) % 80 !=79 && int(pos.y) % 80 != 0)   
       { 
          velocitytensor[0][1] = (texRECT (texUnit, pos + float2(0,1)).x - texRECT   
           (texUnit, pos + float2(0, -1)).x)/(2*.0125); 
          velocitytensor[1][1] = (texRECT (texUnit2, pos + float2(0,1)).x - texRECT  
           (texUnit2, pos + float2(0, -1)).x)/(2*.0125); 
          velocitytensor[2][1] = (texRECT (texUnit3, pos + float2(0,1)).x - texRECT  
           (texUnit3, pos + float2(0, -1)).x)/(2*.0125); 
        } 
        if(int(pos.x) % 80 != 79 && int(pos.x) %80 != 0) 
        { 
          velocitytensor[0][0] = (texRECT(texUnit, pos + float2(1,0)).x –  



            texRECT(texUnit, pos + float2(-1,0)).x)/(2*.0125); 
          velocitytensor[1][0] = (texRECT(texUnit2, pos + float2(1,0)).x –  
            texRECT(texUnit2, pos + float2(-1,0)).x)/(2*.0125); 
          velocitytensor[2][0] = (texRECT(texUnit3, pos + float2(1,0)).x –  
            texRECT(texUnit3, pos + float2(-1,0)).x)/(2*.0125); 
        } 
 
        if(!(pos.x >= 80*15 && pos.y >= 80*9) && !(pos.x < 80 && pos.y < 80)) 
        { 
         if(pos.x <80*15 || pos.x >= 80) 
          { 
           velocitytensor[0][2] = (texRECT(texUnit, pos + float2(80, 0)).x –  
             texRECT(texUnit, pos + float2(-80, 0)).x)/(2*.0125); 
           velocitytensor[1][2] = (texRECT(texUnit2, pos + float2(80, 0)).x –  
             texRECT(texUnit2, pos + float2(-80, 0)).x)/(2*.0125); 
           velocitytensor[2][2] = (texRECT(texUnit3, pos + float2(80, 0)).x –  
             texRECT(texUnit3, pos + float2(-80, 0)).x)/(2*.0125); 
          } 
          else if (pos.x <80) 
          { 
           velocitytensor[0][2] = -(texRECT(texUnit, pos + float2(1200, -80)).x -   
             texRECT(texUnit, pos + float2(80, 0)).x)/(2*.0125); 
           velocitytensor[1][2] = -(texRECT(texUnit2, pos + float2(1200, -80)).x –  
             texRECT(texUnit2, pos + float2(80, 0)).x)/(2*.0125); 
           velocitytensor[2][2] = -(texRECT(texUnit3, pos + float2(1200, -80)).x –  
             texRECT(texUnit3, pos + float2(80, 0)).x)/(2*.0125); 
          } 
          else 
          { 
           velocitytensor[0][2] = -(texRECT(texUnit, pos + float2(-80,0)).x –  
             texRECT(texUnit, pos + float2(-1200, 80)).x)/(2*.0125); 
           velocitytensor[1][2] = -(texRECT(texUnit2, pos + float2(-80,0)).x –  
             texRECT(texUnit2, pos + float2(-1200, 80)).x)/(2*.0125); 
           velocitytensor[0][2] = -(texRECT(texUnit3, pos + float2(-80,0)).x –  
             texRECT(texUnit3, pos + float2(-1200, 80)).x)/(2*.0125); 
          } 
        } 
 
        for(x=0;x<3;x++) 
          { 
          for(y=0;y<3;y++) 
            { 
              Shalf[x][y] = (.5)*(velocitytensor[x][y] + velocitytensor[y][x]); 
              Ohalf[x][y] = (.5)*(velocitytensor[x][y] - velocitytensor[y][x]); 
            } 
          } 
   
      //Set Mtrace, which will later be used for P, Q and R 
      for(x=0;x<3;x++) 
        { 
        for(y=0;y<3;y++) 
          { 
            Mtrace[x][y] = 0; 
            for(k=0;k<3;k++) 
             { 
               Mtrace[x][y] += Ohalf[x][k]*Ohalf[k][y] + Shalf[x][k]*Shalf[k][y]; 
             } 
          } 
        } 
p.x = Mtrace[0][0] + Mtrace[1][1] + Mtrace[2][2]; 
r.x = determinant(Mtrace); 
q.x = Mtrace[1][1]*Mtrace[2][2] - Mtrace[2][1]*Mtrace[1][2] +  
            Mtrace[0][0]*Mtrace[1][1] -  Mtrace[0][1]*Mtrace[1][0] +   
            Mtrace[0][0]*Mtrace[2][2] - Mtrace[2][0]*Mtrace[0][2]; 
 
        //Cubic root solver, solution.x will store the second eigen value 
        p2 = (3.*q.x-p.x*p.x)/3.; 
        q2 = r.x + 2.*p.x*p.x*p.x/27. - p.x*q.x/3.; 
  
        D= pow((p2/3.),3.) + pow((q2/2.),2); 



 
        if(D>0) 
        { 
          solution.x = -p.x/3. + pow((-q/2. + sqrt(D)), 1./3.) +  pow((-q/2. –  
                        sqrt(D)), 1./3.); 
        } 
        if(D==0) 
        { 
          solution.x = -p.x/3.  + pow((-q/2.), 1./3.); 
        } 
        else 
        { 
          theta = acos(-q2/(2.*pow(abs(p2)/3.,1.5))); 
          x1 = -p.x/3 - 2*sqrt(abs(p2)/3.)*cos((theta)/3.); 
          x2 = -p.x/3 - 2*sqrt(abs(p2)/3.)*cos((theta- PI)/3.); 
          x3 = -p.x/3 - 2*sqrt(abs(p2)/3.)*cos((theta+PI)/3.); 
        if((x2>x1 && x2<x3) || (x2<x1 && x2>x3))  
        { solution.x = x2; } 
        else if((x1 < x2 && x1 > x3) || (x1 >x2 && x1 < x3)) 
        {  solution.x = x1; } 
        else 
        {  solution.x = x3; } 
        } 
return solution; 
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